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Lead GCP Data Engineer | Snowflake | Data Modeler

SUMMARY OF EXPERIENCE

· Around 10 years of experience in Data Engineering, Data Pipeline Design, Development and Implementation and Data Modeler.
· Strong experience in Software Development Life Cycle (SDLC) including Requirements Analysis, Design Specification and Testing as per Cycle in both Waterfall and Agile methodologies.
· Develop data set processes for data modelling, and Data mining. Recommend ways to improve data reliability, efficiency and quality. 
· Expertise in using major components of Hadoop ecosystem components like HDFS, YARN, MapReduce, Hive, Impala, Pig, Sqoop, HBase, Spark, Spark SQL, Kafka, Spark Streaming, Flume, Oozie, Zookeeper, Hue. 
· Good understanding of distributed systems, HDFS architecture, Internal working details of MapReduce and Spark processing frameworks. 
· Experience in importing and exporting the data using Sqoop from HDFS to Relational Database systems and vice-versa and load into Hive tables, which are partitioned. 
· Involved in converting Hive/SQL queries into Spark transformations using Spark Data frames and Scala. 
· Used Spark Dataframes API over Cloudera platform to perform analytics on Hive data and Used Spark Data Frame Operations to perform required Validations in the data. 
· Experience in building ETL scripts in different languages like PLSQL, Informatica, Hive, Pig and PySpark and expertise in Creating, Debugging, Scheduling and Monitoring jobs using Airflow and Oozie.
· Experience in Control-M/Autosys scheduling tool and running of ETL jobs through it.
· Experience in using Kafka and Kafka brokers to initiate spark context and processing livestreaming. 
· Having extensive knowledge on RDBMS such as Oracle, DevOps, MicrosoftSQLServer and MYSQL
· Extensive experience working on various databases and database script development using SQL and PL/SQL.
· Excellent understanding and knowledge of job workflow scheduling and locking tools/services like Oozie and Zookeeper.
· Expertise in migrating data to vertica from oracle, 
· Experienced in working with Amazon Web Services (AWS) using EC2 for computing and S3 as storage mechanism. 
· Build data pipelines in airflow in GCP for ETL related jobs using different airflow operators.
· Good experience in Data Profiling, Data Mapping, Data Cleansing, Data Integration, Data Analysis, Data Quality, Data Architecture, Data governance, Metadata Management & Master Data Management
· Created first of a kind unique Data Model for Intelligence Domain.
· Capable of using AWS utilities such as EMR, S3 and cloud watch to run and monitor Hadoop and Spark jobs on AWS. 
· Worked on Spark SQL, created Dataframes by loading data from Hive tables and created prep data and stored in AWS S3. 
· Expertise in OLAP Database(Vertica) architecture, performance tuning and optimizing techniques such as  projections, partitions, Installations, Upgrade, Backup and Restore.
· Hands on experience in using other Amazon Web Services like Autoscaling, RedShift, DynamoDB, Route53. 
· Worked with various formats of files like delimited text files, click stream log files, Apache log files, Avro files, JSON files, XML Files. Mastered in using different columnar file formats like RC, ORC and Parquet formats. Has good understanding of various compression techniques used in Hadoop processing like G-zip, Snappy, LZO. 
· Developed JSON Scripts for deploying the Pipeline in Azure Data Factory (ADF) that process the data using the SQL Activity in present project.
· Working experience on NoSQL databases like HBase, Azure, MongoDB and Cassandra with functionality and implementation. 
· Good understanding and knowledge of NoSQL databases like MongoDB, Azure, PostgreSQL, HBase and Cassandra. 
· Experience in extracting files from MongoDB through Sqoop and placed in HDFS and processed. 
· Excellent programming skills with experience in Python, SQL and C Programming. 
· Worked on various programming languages using IDEs like Eclipse, NetBeans, and Intellij, Putty, GIT. 
· Experienced in working in SDLC, Agile and Waterfall Methodologies. 
· Wrote python code using Ansible python API to automate Cloud Deployment Process.
· Have very strong inter-personal skills and the ability to work independently and with the group, can learn quickly and easily adaptable to the working environment.
· Good exposure in interacting with clients and solving application environment issues and can communicate effectively with people at different levels including stakeholders, internal teams, and the senior management.

TECHNICAL SKILLS
	Big Data Technologies
	Kafka, Cassandra, Apache Spark, Spark Streaming, Delta Lake, HBase, Impala, HDFS, MapReduce, Hive, Pig, Sqoop, Flume, Oozie, Zookeeper

	Hadoop Distribution	
	Cloudera CDH, Apache, AWS, Horton Works HDP

	Programming Languages
	Programming Languages SQL, PL/SQL, Python, R, PYSpark, Pig, Py Hive QL, Scala, Shell  Scripting, Regular Expressions

	Spark components	
	RDD, Spark SQL (Data Frames and Dataset), and Spark Streaming

	Cloud Infrastructure
	AWS, Azure, GCP

	Databases	
	Oracle, Teradata, My SQL, SQL Server, NoSQL Database (HBase, MongoDB)

	Scripting &Query Languages
	Shell scripting, SQL

	Version Control
	CVS, SVN and Clear Case, GIT

	Build Tools	
	Maven, SBT

	Containerization Tools	
	 Kubernetes, Docker, Docker Swarm

	Reporting Tools
	Junit, Eclipse, Visual Studio, Net Beans, Azure Databricks,UNIX Eclipse, Visual Studio, Net Beans, Junit, CI/CD, Linux, Google Shell, Unix, Power BI, SAS and Tableau, Looker, Matillion, Alteryx,



PROJECT EXPERIENCE

Credit Acceptance, Southfield, MI                                                                                                         Nov 2022 – Till date
Lead GCP Data Engineer | Snowflake | Data Modeler | Databricks

Roles & Responsibilities: 
· I have hands-on experience in constructing data pipelines using Azure Data Factory and Azure Databricks, as well as loading data into various Azure data storage solutions, including Azure Data Lake, Azure SQL Database, and Azure SQL Data Warehouse. Additionally, I possess expertise in managing and granting access to databases.
· Built and managed big data solutions on the Azure cloud platform using technologies such as Azure HDInsight, Azure Databricks, and Azure Synapse Analytics.
· Design applications that can handle high transaction processing and scalability, with the ability to accommodate future modifications and increasing volumes of data.
· Involved in Migrating reports and dashboards from OBIEE to Tableau and PowerBI.
· Designed new applications for high transaction processing and scalability to support future modifications and growing data volume.
· Implemented solutions to run effectively in the cloud and improve the performance of big data processing for better customer support.
· Experienced in deploying and managing applications on Amazon Web Services (AWS) platform.
· Worked with business process managers to transform vast amounts of data and create business intelligence reports using big data technologies such as Hive, Spark, Scoop, NIFI, Python/Bash scripting, and Apache Airflow.
· Migrated an Oracle SQL ETL to run on Google Cloud Platform (GCP) using Cloud Dataproc and Big Query, and Cloud Pub/Sub for triggering Airflow jobs.
· Utilized Presto, Hive, Spark-SQL, Big Query, and Python client libraries to build interoperable and faster programs for analytics platforms.
· Had hands-on experience using all the big data-related services in Google Cloud Platform(GCP).
· Develop ELT data pipeline to migrate applications using DBT and Snowflake framework
· Moved data between BigQuery and Azure Data Warehouse using ADF and created Cubes on AS with complex DAX language for memory optimization for reporting.
· Demonstrated ability to design, implement, and optimize data pipelines using AWS Glue for efficient data processing workflows.
· Extensively used Databricks spark, Pyspark, Delta Lake with python Synapse and Jupyter notebooks for Data Analytics.
· Drive the process in which DevOps team operates and iterates/releases Used Power BI Power Query to extract data from external sources and modify data to certain format as required in Excel and created SSIS packages to load excel sheets from PC to database.
· Configured EMR cluster for data ingestion and used DBT (data build tool) to transform the data in Redshift. 
· Employed Azure DevOps to create and maintain CICD pipelines using Docker images and Kubernetes
· Built reports for monitoring data loads into GCP and drive reliability at the site level.
· Creating pipelines, data flows and complex data transformations and manipulations using ADF and Pyspark with Databricks.
· Created and launched real-time data processing systems on Azure by utilizing Azure Event Hubs, Azure Stream Analytics, and Azure Functions, and utilized Python to optimize data processing and analysis capabilities.
· Support reporting infrastructure tools and systems (e.g. Airflow, Snowflake DB, DBT, Looker, and GitHub).
· Working on Java/J2EE framework APIs like spring, spring boot, Ibaits and Hibernate.
· [bookmark: _GoBack]Proficient in utilizing AWS services such as S3 for scalable object storage, Redshift for data warehousing, Glue for ETL (Extract, Transform, and Load) tasks.
· Build a program with Python and apache beam and execute it in cloud Dataflow to run Data validation between raw source file and BigQuery tables. 
· Experience with modern data pipeline tools such as Airbyte highlighting the importance of data integration and transformation.
· Setup and maintain Azure services such as Azure SQL Database, Azure Analysis Service, Azure SQL Data warehouse, Azure Data Factory, and Azure SQL Data Share, and develop conceptual solutions & proofs-of-concept to demonstrate the viability of solutions.
· Implemented Azure cloud solution using HDInsight, Event Hubs, Cosmos DB, cognitive services, and Key Vault.
· Work related to downloading BigQuery Databricks into pandas or Spark data frames for advanced ETL capabilities
· Worked on writing, testing, debuffing SQL code for transformations using data build tool (dbt).
· Develop PL/SQL and shell scripts to facilitate ETL data flow and handle data staging processes using ETL at the enterprise level, ensuring that data is extracted, transformed, and loaded correctly and managing each stage of the ETL process.
· Used Cosmos DB for storing catalog data and for event sourcing in order processing pipelines, designed and developed user-defined functions, stored procedures, and triggers for Cosmos DB.
· Used Pandas API to put the data as time series and tabular form for easy timestamp data manipulation and retrieval to handle time-series data and do data manipulation.
· Implemented Java and J2EE Design Pattern such as Command, State, Template, Composite, Strategy and Observer.
· Designed and developed the ELT jobs using DBT to achieve the best performance.
· Implemented a CI/CD pipeline using Jenkins, Airflow for Containers from Docker and Kubernetes.
· Working in well-acquainted with Azure Databricks, Azure data factory, Azure Data Lake, Azure SQL, Spark, Scala, Pyspark, Python, SQL, databases & data warehouses, Azure Synapse Analytics, Azure Databricks, MSBI stack (SSAS, SSRS, SSIS) and POWERBI.
· Creating documentation on data integration processes within Airbyte and sharing knowledge with the team.
· Worked on analyzing business, system and data mapping requirements and developing ETL data pipelines for real-time streaming of data using Kafka, Spark and Airflow.
· Expertise in creating calculated columns, Measures and Tables by using DAX in Power BI. Mastered the ability to design and deploy Data visualizations with dynamic page designs and control using Power BI
· Developed C# applications to load data from Azure storage blob to Azure SQL, to load from web API to Azure SQL, and scheduled web jobs for daily loads.
· Develop dashboards and visualizations to help business users analyze data, as well as provide data insight to upper management with a focus on Microsoft products like SQL Server Reporting Services (SSRS) and Power BI.
· Explored data in a variety of ways and across multiple visualizations using Power BI. Expertise in analysis, Data collection and visualization.
· Knowledgeable on cloud-based DAG and Apache Air Flow, explored DAGs, their dependencies, and logs using Air Flow pipelines for automation.
· Developed interactive Solutions in using different platforms like Tableau, Alteryx, OBIEE, Power BI, Looker.
· Developed and executed machine learning workflows by utilizing popular Python libraries, including Scikit-learn, Keras, and TensorFlow, and integrated these workflows with data pipelines to automate feature engineering and model training.

Environment: Python, Java, Azure Data Factory, Tableau, Shell Scripting, Teradata, python scripting, Azure databricks, Azure data lake storage, Blob storage, Azure SQL Database, snowflake Azure synapse, SnowSQL, Snowflake DB, Snowflake DBA Azure Devops, DBT, Jenkins, Kubernetes, Docker, Power BI, DAX, Data visualizations, data modelling, Azure synapse workspace, Synapse SQL pool.

Schneider International Green Bay, WI                                                                                               Nov2019 – Oct 2022                                     
AWS Data Engineer | Snowflake | Data Integration | Data Modeler 

Roles & Responsibilities: 
· Configured, installed, and maintained data pipelines, using Kafka and Spark to develop pipelines.
· Designed data models to load data into Snowflakes and joined it with other DIM tables for reporting in Tableau.
· I am also proficient in building and managing large-scale data solutions with AWS Redshift and AWS EMR, as well as developing and deploying real-time data processing systems utilizing AWS Kinesis and AWS Lambda.
· Developed Shell scripts to get the data from MySQL/EDW server to Hdfs using Sqoop functionality.
· Created Databricks Job workflows which extract data from SQL server and upload the files to sftp using pyspark and Python.
· Wrote Python (PySpark) scripts for custom UDFs to manipulate rows/columns, merge, aggregate, stack, label data, and perform cleaning and conforming tasks.
· Involved in transforming and cleaning data within Airbyte, ensuring that data is prepared for analysis and reporting.
· Involved in the usage of macros in DBT to load data from ADL Gen2 to Snowflake data warehouse and also for schema tests, data quality tests. Created a data warehouse model for over 100 datasets in Snowflake using WhereScape and built reports in Looker based on Snowflake connection.
· Handling mechanisms within Airbyte to proactively identify and address data integration issues.
· Interpreted requirements and modeled attributes from various source systems stored in Oracle, Teradata, and CSV files. Staged, integrated, and validated data using Informatica and Teradata utilities, then loaded it into the Teradata Warehouse.
· Utilized Apache Airflow and Jenkins tools to configure and optimize AWS EC2 instances for efficient processing of data workloads.
· Used dynamic cache memory and index cache to boost the performance of the Informatica server.
· Developed and scheduled ETL workflows using AWS Glue and Spark-SQL in AWS EMR.
· Designed and implemented complex mappings to extract data from various sources, including flat files, RDBMS tables, and legacy systems.
· Maintained proficiency in Oracle/PL-SQL and Informatica, ensuring data processing excellence.Adapted to reporting tools such as OBIEE and Power BI, delivering actionable insights.
· Analyze, plan and implement automated systems (Talend Cloud, DBT, Snowflake DB, Power BI) to draw complex business insights.
· Used ETL solutions such as Talend Data Integration, Talend Big Data, Pentaho Data Integration, and Informatica.
· Designed and implemented incremental jobs to read data from DB2 and load it into Hive tables, then connected to Tableau to generate interactive reports using Hive Serve and r2.
· Using Talend Big Data, Spark, designed and created a data pipeline to inject data from different sources into Hadoop, Hive Data Lake.
· Implementation of Data Vault Modelling and high dimensional data modeling techniques
· Work related to downloading BigQuery Databricks into pandas or Spark data frames for advanced ETL capabilities.
· Worked with Microsoft Power BI, Datazen, DAX expressions, Power View and Power Query integrated with share point.
· Wrote Pyspark and Spark-SQL applications for data extraction, transformation, and aggregation from multiple file formats.
· Created various types of data visualizations using Python and Tableau.
· Integrated AWS DynamoDB with AWS Lambda to store and back up values of items from DynamoDB streams.
· Created data mappings in Informatica ETL tool to extract data from different source files, transform the data using Filter, Lookup, Aggregator, Expression, Transformations and then loaded into data warehouse.
· Installed and configured Apache Airflow for AWS S3 bucket and created DAGs to run Airflow.
· Developed Artificial Intelligence Platform which helps Data Scientist's to Train. Test and develop A.I. models on Amazon Sage maker.
· Perform data engineering responsibilities using agile software engineering practices. Migrate Matillion pipelines and Looker reports from Amazon Redshift.
· Control access to the Oracle Analytics Server (OAS) application and ensure that operations are secure and efficient.
· Developed and implemented a solution to load CSV files in a GCS bucket into BigQuery using Python with G-Cloud Function.
· Wrote a program to download SQL dump from an equipment maintenance site, load it into GCS bucket, and then load it from the GCS bucket to MySQL hosted in Google Cloud SQL. Loaded data from MySQL to BigQuery using Python, Scala, Spark, and Dataproc.
· Processed and loaded bound and unbound data from Google pub/subtopic to BigQuery using Cloud Dataflow with Python.
· Created firewall rules to access Google Dataproc from other machines.
· Developed and executed Scala program for Spark transformation in Dataproc.
· Perform data engineering responsibilities using agile software engineering practices. Migrate Matillion pipelines and Looker reports from Amazon Redshift.
· Wrote Pyspark scripts that used SQL and RDD in Spark for data analysis and storing back into S3.
· Used AWS services, such as EC2 and S3, to process and store small datasets.
· Provide production support for existing products that include SSIS, SQL Server, stored Procedures, interim data marts Matillion, Snowflake
· Designed dimensional and relational data models using star and snowflake schemas, OLTP/OLAP.
· Created automation regression scripts to validate ETL processes between multiple databases, such as AWS and SQL Server, using Python.

Environment: AWS (EC2, S3, EBS, ELB, RDS, SNS, SQS, VPC, LAM Cloud formation, CloudWatch, ELK Stack), Java, Databricks, Bitbucket, Ansible, Python, Shell Scripting, PowerShell, GIT, Jira, JBOSS, Bamboo, Docker, Web Logic, Maven, Web sphere, Unix/Linux, AWS Xray, DynamoDB, Kinesis, Snowflake DB, DBT, Data Modelling, Data warehouse, Power Query, Splunk, SonarQube. Snowflake, Kafka, Spark, Lambda, Hadoop, Tableau, Python, Hive, SQL, Oracle, scheduling tool, Shell scripting.

Express Scripts, Hyderabad India                                                                                                           Aug 2017 – Jul 2018                                                                  
Senior Data Engineer | BigQuery Data Engineer

Roles & Responsibilities:      
· Build data pipelines in airflow in GCP for ETL related jobs using different airflow operators.
· Experience in GCP Dataproc, GCS, Cloud functions, Google BigQuery.
· Experience in moving data between GCP and Azure using Azure Data Factory and Cosmos.
· Experience in building Power BI reports on Azure Synapse Analysis services for better performance.
· Used cloud shell SDK in GCP to configure the services Data Proc, Storage,  GCP BigQuery
· Implement ETL framework to provide features such as Master Data Management, ETL - restart capability, security model and version control.
· Proficient in DevOps and GKE patterns, enhancing data engineering efficiency.
· Configured Postgres SQL database parameters like connection settings, log settings and query optimization settings with the help of terraform.
· Configure Snowflakes DW to be used for Tableau report by the Supply Chain Dept. Worked on Apache Flink to implements the transformation on data streams for filtering and aggregating.
· Worked on developing Pyspark script to encrypting the raw data by using Hashing algorithms concepts on client specified columns.
· Wrote complex SQL queries using stored procedures, common table expressions (CTEs), and temporary tables to support Power BI reports.
· Experience in migrating the data using Sqoop from HDFS to Relational Database System and vice-versa according to the client's requirement. 
· Creating pipelines, data flows and complex data transformations and manipulations using ADF and PySpark with Databricks.
· Experienced in MLOps Concepts (Deploying, Monitoring, Maintenance) using Amazon Sagemaker, Databricks, Google Cloud AI platform.
· Automate the data flow process from data sources using Alteryx to a Google Cloud Storage bucket using python and SQL.
· Create ETL scripts for the ad-hoc requests, requests to retrieve data from analytic sites.
· Used R programming to test data predictive models for supply chain division and develop R programming to identify Parts sourcing gaps.
· Worked on Apache Nifi to automate the data movement between RDBMS and HDFS.
· Created data mappings in Informatica ETL tool to extract data from different source files, transform the data using Filter, Lookup, Aggregator, Expression, Transformations and then loaded into data warehouse.
· Configured applications on Informatica cloud (IICS), lift & shift of PowerCenter repositories into cloud.
· Created Tables, Stored Procedures, and extracted data using T-SQL for business users whenever required. ETL framework design and development for Lucas, Confidential, Star Wars digital data hub (Pentaho data integration, Talend Data Integration).
· Performed data analysis, developed logical and physical data models, utilize Data Vault, suggested changes in design & architecture.
· Leveraged cloud and GPU computing technologies for automated machine learning and analytics pipelines, such as GCP
· Develop ETL jobs to automate the real time data retrieval from Salesforce.com, suggest best methods for data replication from Salesforce.com.
· Used Erwin Data Modeler (Erwin) for Data Modeling (data requirements analysis, database design etc.) of custom developed information systems, including databases of transactional systems and data marts.
· Developed Python-based API (RESTful Web Service) to track revenue and perform revenue analysis.
· Work related to downloading BigQuery Databricks into pandas or Spark data frames for advanced ETL capabilities.
· Worked on creating POC for utilizing the ML models and Cloud ML for table Quality Analysis for the batch process
· Knowledge about cloud dataflow and Apache beam.
· Able to quickly visualize data and create dashboards using tools such as Power BI, Tableau, Alteryx.
· Working with CI/CD pipelines to integrate C# code and align with DevOps & DataOps practices using build and release pipelines.
· Created BigQuery authorized views for row level security or exposing the data to other teams.
· Responsible for estimating the cluster size, monitoring, and troubleshooting the Spark databricks cluster.
· Created Tableau reports with complex calculations and worked on Ad-hoc reporting using PowerBI.
· Developed Python scripts to do file validations in Databricks and automated the process using ADF
· Created iterative macro in Alteryx to send Json request and download Json response from webservice and analyze the response data.
· Creating data model that correlates all the metrics and gives a valuable output.
· Worked on the tuning of SQL Queries and Kafka to bring down run time by working on Indexes and Execution Plan.
· In Depth working knowledge on Autosys job schedulers to automate python programs.
· Performing ETL testing activities like running the Jobs, Extracting the data using necessary queries from database transform, and upload into the Data warehouse servers.
· Worked on google cloud platform (GCP) services like compute engine, cloud load balancing, cloud storage, cloud SQL, stack driver monitoring, and cloud deployment manager.
· End-to-end data pipeline that seamlessly ingested, cleansed, and transformed raw supply chain data. Extract Transform and Load data from Sources Systems to Azure Data Storage services using a combination of Azure Data Factory, T-SQL, Spark SQL, and U-SQL Azure Data Lake Analytics.
· Worked on ETL tool Informatica, Oracle Database and PL/SQL, Python, and Shell Scripts.
· Virtualized the servers using the Docker for the test environments and dev-environments needs and utilized Kubernetes and Docker for the runtime environment for the CI/CD system to build, test, and deploy.

 Environment: Python, Apache Spark, Kafka, (NumPy, Pandas, Matplotlib), Snowflake, Databricks, GCP, DBT, ETL, Control-M, Autosys, Tableau, Informatica, Azure Devops, CI/CD, Kubernetes, Docker, DataOps, MSOffice, MSSQL Server, MSBI Stack, Linux, GIT Hub, Jira, AML.

GE Healthcare, Hyderabad India                                                                                                         Nov 2015 – Aug 2017                                   
Big Data Engineer | Databricks | Azure  

Roles &Responsibilities:     

· Understood business requirements, analysis and translate into application and operational requirements.
· Designed one-time load strategy for moving large databases to Azure SQL DWH. Extract Transform and Load data from Sources Systems to Azure Data Storage services using Azure Data Factory and HDInsight.
· Maintained optimal data pipeline architecture in cloud Microsoft Azure using Data Factory and Azure Databricks.
· Developed Python scripts to do file validations in Databricks and automated the process using ADF
· Worked on Azure DataBricks, PySpark, HDInsight, Azure ADW and hive used to load and transform data.
· Involved in Platform Modernization project to get the data into GCP.
· Used Azure Data Lake as Source and pulled data using Azure blob. Created Databricks notebooks using SQL, Python and automated notebooks using jobs.
· Architected and implemented ETL and data movement solutions using Azure Data Factory, SSIS. Used stored procedure, lookup, execute pipeline, data flow, copy data, azure function features in ADF.
· Responsible Star Schema PostgreSQL for manage data coming from different sources.
· Designed and implemented database solutions in Azure SQL Data Warehouse, Azure SQL.
· Loaded and fact tables, transformed large sets of structured, semi structured and unstructured data using Hadoop/Big Data concepts.
· Experience in GCP Dataproc, GCS, Cloud functions, BigQuery.
· Created a framework to do data profiling, cleansing, automatic restart ability of batch pipeline and handling rollback strategy.
· Design and build CI/CD pipelines for GCP services: Bigquery, Dataflow, Pub/Sub, Data fusion
· Implemented masking and encryption techniques to protect sensitive data. Developed mapping document to map columns from source to target.
· Created Spark clusters and configuring high concurrency clusters using Azure Databricks to speed up the preparation of high-quality data.
· Used Hive queries to import data into Microsoft Azure cloud and analyzed the data using Hive scripts.
· Created Azure Data Factory (ADF pipelines) using Azure blob. Implemented SSIS IR to run SSIS packages from ADF. Performed ETL using Azure DataBricks. Migrated on-premises Oracle ETL process to Azure Synapse Analytics.
· Used cloud shell SDK in GCP to configure the services DataProc, Storage, BigQuery
· Worked on Python scripting to automate generation of scripts. Data curation done using azure databricks. Implemented and developing Hive Bucketing and Partitioning.
· Implemented Kafka, spark structured streaming for real time data ingestion.
· Worked on creating star schema for drilling data. Created PySpark procedures, functions, packages to load data.
· Responsible for estimating the cluster size, monitoring, and troubleshooting of the Spark databricks cluster.
· Created Spark clusters and configuring high concurrency clusters using Azure Databricks to speed up the preparation of high-quality data.
· Created and maintained technical documentation for launching Hadoop Clusters and for executing Hive queries and Pig Scripts.
· Configured Snowflake Spark Streaming to receive real time data from the Kafka and store the stream data to HDFS.
· Created Hive Lambda External tables and loaded the data Cassandra into tables and query data using HQL.
· Implemented fact tables, continuous integration & deployment (CICD) through Jenkins for Hadoop jobs.
· Explored with the Spark for improving the performance and optimization of the existing algorithms in Hadoop using Spark Context, Spark-SQL, Data Frame, Pair RDD's, Spark YARN.

Environment: Python, NumPy, Pandas, SQLalchemy, Sci-kit Learn, Azure (Databricks, Data Factory, Azure SQL, Azure Data Storage), MapReduce, Teradata, SQL, Hadoop, Hive, Impala, Oracle, Spark, Pig, Sqoop, Oozie, YARN, Kafka, Zookeeper, PySpark.

DEX Media Hyderabad, India                                                                                                                                   Jun 2013 - Oct 2015
Data Engineer | Snowflake Developer | Data Modelling 

Roles & Responsibilities: 

· Worked on SnowSQL, Snowpipe and SnowSpark.
· Bulk loading from the external stage (AWS S3), internal stage to snowflake cloud using the COPY command
· Loading data into snowflake tables from the internal stage using snowsql.
· Used COPY, LIST, PUT and GET commands for validating the internal stage files.
· Used import and Export from the internal stage (snowflake) from the external stage (AWS S3).
· Writing complex snowsql scripts in snowflake cloud data warehouse to business analysis and reporting.
· Used FLATTEN table function to produce a lateral view of VARIANT, OBJECT, and ARRAY column.
· Used SNOW PIPE for continuous data ingestion from the S3 bucket.
· Developed snowflake procedures for executing branching and looping
· Created clone obiects To maintain zero-copy cloning.
· Data validations have been done through information schema.
· Performed data quality issue analysis using Snow SQL by building analytical warehouses on Snowflake
· Experience with AWS cloud services: EC2, S3, SNS, RDS,
· Develop data pipelines with AWS Glue for analysis and transformations.
· Perform troubleshooting analysis and resolution of critical issues
· Created Snowpipe for Continuous data loading
· Created internal and external stage and transformed data during the load with CSV/JSON files
· Used Flatten table function to produce a lateral view.
· Data migration from SQL Server tables to Snowflake using SnowSpark/Python script
· Performance tuning for Server/Database/SQL Programs
· Developed the Functionality for error integration & Masking using AWS SNS
· Planning & Implementing database Mirroring between Production server and Disaster Recovery servers
· Planning, Recommending & Implementing backup solutions for Database.
· Designed & development of the process of migrating the data between legacy system/other SQL Servers to SQL Server 2008.
· Creating SSIS packages for extracting the data from flat files and transfer to SQL Server.
· Implemented Replication between production servers to reporting servers.
· Involved in the business meeting for designing the upgrade in Database/Application architecture.
· Data modeling: Develop and maintain data models for the Snowflake data warehouse, ensuring accuracy and consistency of the data.
· ETL development: Develop ETL pipelines to extract, transform, and load data from source systems into Snowflake, using tools such as Snowflake's native ETL features
· Performance tuning: Optimize Snowflake's performance through query optimization, database design, and tuning of ETL pipelines.
· Integration with other systems: Work with other teams to integrate Snowflake with other systems, such as BI tools.
· Troubleshooting and support: Provide support for Snowflake users and troubleshoot any issues that arise with the Snowflake system.

Environment: Hadoop YARN, Spark 1.6, Spark Streaming, Spark SQL, SnowSQL, Snowflake DB, Snowflake DBA, ETL, Tableau, Talend, Oozie, Control-M, Java, AWS S3, Oracle 12c, Linux

Avid Design Hyderabad, India                                                                                                                                May 2012- Jun 2013
Data & Reporting Analyst

Roles &Responsibilities:

· Performed data transformations like filtering, sorting, and aggregation using Pig
· Creating Sqoop to import data from SQl, Oracle, and Teradata to HDFS
· Created Hive tables to push the data to MongoDB. 
· Worked closely with ETL developers to ensure data cleanliness and the maintenance of an up-to-date data warehouse for reporting purposes, leveraging modern ETL tools like Apache NiFi, Talend, or AWS Glue.
· Automated workflows using shell scripts and Control-M jobs to pull data from various databases into HadoopDataLake. 
· Extensively used DB2 Database to support the SQL
· Involved in story-driven Agile development methodology and actively participated in daily scrum meetings.
· Inserted Overwriting the HIVE data with HBasedata daily to get fresh data every day and used Sqoop to load data from DB2 into HBASE environment... 
· Involved in converting Hive/SQL queries into Spark transformations using SparkRDDs, Scala and have a good experience in using Spark-Shell and Spark Streaming. 
· Designed, developed and maintained Big Data streaming and batch applications using Storm. 
· Created Hive, Phoenix, HBase tables and HBase integrated Hive tables as per the design using ORC file format and Snappy compression. 
· Developed Oozie Workflows for daily incremental loads, which gets data from Teradata and then imported into hive tables. 
· Developed scripts to run scheduled batch cycles using Oozie and present data for reports
· Worked on a POC for building a movie recommendation engine based on Fandango ticket sales data using Scala and Spark Machine Learning library. 
· Developed big data ingestion framework to process multi TB data including data quality checks, transformation, and stored as efficient storage formats like parquet and loaded into AmazonS3 using SparkScalaAPI and Spark. 
· Implement automation, traceability, and transparency for every step of the process to build trust in data and streamline data science efforts using Python, Java, Hadoopstreaming, ApacheSpark, SparkSQL, Scala, Hive, and Pig.
· Designed highly efficient data model for optimizing large-scale queries utilizing Hive complex data types and Parquet file format. 
· Transfer data between clusters. Configure Kerberos authentication for Hadoop Environment.
· Performed data validation and transformation using Python and Hadoop streaming. 
· Developed highly efficient PigJavaUDFs utilizing advanced concept like Algebraic and Accumulator interface to populate ADP Benchmarks cube metrics.
· Loading the data from the different Data sources like (Teradata and DB2) into HDFS using SQOOP and load into Hive tables, which are partitioned. 
· Sqoop jobs, PIG and Hive scripts were created for data ingestion from relational databases to compare with historical data. 
· Created HBase tables to load large sets of structured, semi-structured and unstructured data coming from UNIX, NoSQL and a variety of portfolios. 
· Developed pig scripts to transform the data into structured format and it are automated through Oozie coordinators. 
· Used Splunk to captures, indexes and correlates real-time data in a searchable repository from which it can generate reports and alerts. 

Environment: Hadoop, HDFS, Spark, Hive, Pig, Sqoop, Oozie, DB2, Java, Python, Oracle, Sql, Splunk, Unix, Shell Scripting.
· Education:
· Bachelors in Bio-Technology, Andhra University, 2011
· Masters in USA Concordia St. Paul University,2019
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